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1 Report Overview 

1.1 Test Content 

This report describes in detail the performance testing of the Asterfusion CX-N ultra-low-latency switches 

from Asterfusion Data Technologies Co., Ltd. on the AsterFabric Matrix (Orthogonal Dual-Plane) 

architecture, with the aim of verifying whether this network architecture can deliver network 

performance comparable to that of a ROFT network. The test content mainly includes: 

1．E2E forwarding performance test: uses the RDMA performance test toolset to measure the forwarding 

performance of RoCE traffic under each network architecture built with the switches under test. 

2. CCL collective communication library performance test: uses test tools to verify the collective 

communication performance under each network architecture built with the switches under test. 

3．Model inference performance test: deploys an inference model to verify the performance under each 

network architecture built with the switches under test. 

1.2 Test Results Overview 

Table 1 Test Results Overview 

Test Type Test Item Test Result Remarks 

E2E 

Forwarding 

Performance 

NIC Back-to-Back Forwarding 

Bandwidth Test 
390.62 Gb/s NIC in bond 400G mode 

Cross-Switch Forwarding Bandwidth 

Test 
392.05 Gb/s 

NIC in single-port 400G 

mode 

AsterFabric ROFT Forwarding 

Bandwidth Test 
392.06 Gb/s 

NIC in single-port 400G 

mode 

AsterFabric Matrix Forwarding 

Bandwidth Test 
390.63 Gb/s NIC in bond 400G mode 

Collective 

Comm. 

Performance 

Cross-Switch All-Reduce Test 155.66 GB/s 

Pre-tuning parameters 

used 

Cross-Switch All-to-All Test 29.58 GB/s 

AsterFabric ROFT All-Reduce Test 152.93 GB/s 

AsterFabric ROFT All-to-All Test 29.67 GB/s 

AsterFabric Matrix All-Reduce Test 153.01 GB/s 

AsterFabric Matrix All-to-All Test 29.69 GB/s 

AsterFabric Matrix All-Reduce Tuning 

Test 
162.78 GB/s 

Post-tuning parameters 

used AsterFabric Matrix All-to-All Tuning 

Test 
30.11 GB/s 



  Empowering choice for Network Fusion in Ubiquitous Computing 

 2 

Test Type Test Item Test Result Remarks 

Model 

Inference 

Performance 

AsterFabric ROFT DeepSeek Model 

Inference Test 

Total 

Throughput[i]: 

10,765.62 token/s 

TTFT[ii]: 2,403.08 ms 

TPOT[iii]: 19.14 ms 

DeepSeek-V4-Flash 

model 

2P2D deployment 

Concurrency 64 
AsterFabric Matrix DeepSeek Model 

Inference Test 

Total Throughput: 

13,101.82 token/s 

TTFT: 1,215.97 ms 

TPOT: 17.34 ms 

1.3 Test Summary 

1. In the E2E forwarding performance test, the ROFT network measured 392.06 Gb/s, essentially the same 

as the cross-switch reference baseline of 392.05 Gb/s; the Matrix network measured 390.63 Gb/s, 

essentially the same as the back-to-back reference baseline of 390.62 Gb/s. The results show that both 

networks achieved forwarding bandwidth close to their reference baselines under their respective test 

conditions. Because the two networks use different NIC operating modes and different reference 

baselines, these results are not intended for directly comparing the relative performance of the two 

architectures. 

 

Figure 1 E2E Forwarding Performance Comparison 

2. In the CCL performance test, with identical test parameters, the bus bandwidth at an 8G message size 

was taken as the test result. As shown in the figure below, the All-Reduce and All-to-All results of the 

Matrix network are essentially the same as those of ROFT, indicating that Matrix can deliver performance 

comparable to ROFT under the collective communication workloads covered in this test. 
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Figure 2 CCL Performance Comparison 

The detailed test data is shown in the table below: 
Table 2 CCL Performance Test Results 

Network Type 
BusBW (GB/s) [iv] 

AllReduce AlltoAll AllGather ReduceScatter Broadcast Sendrecv 

Cross-Switch 155.66 29.58 155.28 149.94 132.28 22.17 

AsterFabric ROFT 152.93 29.67 153.54 146.78 122.79 21.45 

AsterFabric Matrix 153.01 29.69 153.73 147.58 123.01 21.44 

After parameter tuning for the Matrix network, the performance of test items such as All-Reduce and All-

to-All improved further. Matrix All-Reduce performance reached 162.78 GB/s and All-to-All performance 

reached 30.11 GB/s. The test data is as follows: 
Table 3 Matrix Network Post-Tuning CCL Performance Test Results 

Network Type 
BusBW (GB/s) 

AllReduce AlltoAll AllGather ReduceScatter Broadcast Sendrecv 

AsterFabric Matrix 162.78 30.11 160.25 155.25 125.82 30.33 

3. In the model inference performance test (DeepSeek-V4-Flash model, 4 nodes with 32 GPUs, 2P2D), 

Matrix improved total throughput over ROFT by 10.5%, 24.6% and 21.7% at concurrency levels of 16, 32 

and 64 respectively, and both Time To First Token (TTFT) and Time Per Output Token (TPOT) improved. 

See the figure below: 
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Figure 3 Model Inference Performance Comparison: TTFT and TPOT and Throughput 

The detailed test data is as follows: 
Table 4 Model Inference Performance Test Results 

Concur
rency 

Total Throughput 
(token/s) TTFT（ms） TPOT（ms） 

ROFT Matrix ROFT Matrix ROFT Matrix 

16 4,366.97 4,825.18 702.50 628.72  12.77 12.13 

32 6,714.27 8,369.02 1,327.98 853.88 15.69 13.66 

64 10,765.62 13,101.82 2,403.08 1,215.97 19.14 17.34 

In summary, the test results show that both the AsterFabric ROFT and AsterFabric Matrix network 

architectures perform well in E2E forwarding and collective communication scenarios. In the 2P2D 

DeepSeek-V4-Flash model inference test, the Matrix architecture delivers higher total throughput and 

lower response latency. 

Relying on Asterfusion's flexible network solution orchestration and end-to-end deployment capabilities, 

the network can be switched from ROFT to Matrix in a short time, with network deployment, service 

configuration and parameter tuning completed quickly, simplifying the overall delivery process. In the 

DeepSeek model inference test, the total throughput of the Matrix network at concurrency 64 reached 

13,101.82 token/s, 21.7% higher than ROFT; Time To First Token (TTFT) was reduced by about 50% and 

Time Per Output Token (TPOT) by about 10%. In addition, based on a comparison of solution 

configurations, the network hardware cost and overall power consumption of the Matrix network can be 

reduced by about 30%; the actual benefits depend on the actual deployment configuration and 

calculation results. 

Recommendations for solution selection are as follows: 

⚫ Prioritize AsterFabric ROFT:This architecture aligns well with current mainstream AI cluster 
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network design practices, and the related network design and engineering implementation 

experience is relatively mature. For customers who are unfamiliar with their workload models, lack 

the ability to tune GPU clusters and communication parameters, and are not yet in a position to do 

joint tuning, ROFT is recommended first, to reduce the complexity of implementation and tuning. 

⚫ Prioritize evaluating AsterFabric Matrix:For inference clusters that mainly adopt Prefill-Decode 

(PD) disaggregation and involve a large amount of cross-node KV Cache transfer, Matrix can be 

evaluated first. At the same GPU scale, this solution uses 33% fewer switches than ROFT, which can 

reduce hardware deployment costs. It should be noted that the Matrix network architecture 

increases implementation complexity to a certain extent and places higher demands on network 

planning, cable deployment and subsequent operations and maintenance. In addition, to fully 

realize its performance advantages, joint tuning that takes into account GPU cluster deployment, 

the communication framework and the characteristics of the inference workload is also required. 

Overall, both the AsterFabric ROFT and AsterFabric Matrix architectures are viable networking options 

for AI computing networks. It is recommended to make the selection based on the actual service traffic 

model, performance goals and total cost of ownership (TCO). 

 

 

 

 

 

 

Note:  
[i]Total Throughput refers to the total number of output tokens produced jointly by all concurrent inference requests per 
unit time, commonly measured in token/s. 
[ii] TTFT (Time To First Token) refers to the time elapsed from the moment a user sends a request until the model 
generates and returns the first token, commonly measured in ms. 
[iii] TPOT (Time Per Output Token) refers to the average time required to generate each subsequent token when 
producing an output sequence, usually excluding the time to generate the first token, commonly measured in ms. 
[iv] BusBW (Bus Bandwidth) is commonly used to measure the efficiency of a collective communication operation, i.e. the 
amount of data actually transferred by the algorithm relative to execution time, converted into an equivalent bandwidth 
based on the traffic volume of the communication algorithm. 
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2 Test Environment 

2.1 Test Topology 

2.1.1 Baseline Test Topology 

In this topology, back-to-back direct NIC connection is used as the baseline test, with the NICs in 400G 

bond mode. 

 
Figure 4 Baseline Test Topology 

2.1.2 Cross-Switch Test Topology 

This topology verifies whether the core performance and flow control behavior of a single switch under 

AI communication workloads meet design expectations, and ensures that the switch does not become a 

performance bottleneck for GPU communication. The NICs are in single-port 400G mode, and the result 

can serve as the reference baseline for the ROFT network. 
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Figure 5 Cross-Switch Test Topology 

2.1.3 AsterFabric ROFT Test Topology 

This topology verifies GPU communication performance under the AsterFabric ROFT (Rail-Optimized Fat-

Tree) architecture, with the NICs in single-port 400G mode. 

 
Figure 6 AsterFabric ROFT (Rail-Optimized) Test Topology 

2.1.4 AsterFabric Matrix Test Topology 

This topology verifies GPU communication performance under the AsterFabric Matrix (Orthogonal Dual-

Plane) architecture, with the NICs in 400G bond mode. 
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Figure 7 AsterFabric Matrix (Orthogonal Dual-Plane) Test Topology 

This topology removes the Spine layer of the traditional Fat-Tree architecture and divides all Leaf switches 

evenly into two equally sized groups: Plane A (multi-rail plane, odd-numbered Leaf group) and Plane B 

(single-rail plane, even-numbered Leaf group). The two groups of switches are fully interconnected (that 

is, any switch in Group A has a direct link to every switch in Group B), while switches within the same 

plane are not connected to each other. The dual-port NIC of each GPU connects to both groups of 

switches: port 1 connects to a Plane A Leaf switch following the multi-rail rule, and port 2 connects to a 

Plane B Leaf switch following the single-rail rule. 

2.2 Hardware and Software Environment 

2.2.1 Switches 

Table 5 Switch Information 

Vendor Model Version Qty. Key Configuration Notes 

Asterfusion CX864E-N R0409 4 
CX864E-N data center switch, 

64×800G/128×400G 

2.2.2 Compute Nodes 

There are 4 servers in total. Each server is equipped with 8 GPU cards, corresponding to 4 dual-port 200G 

NICs. The specific configuration is as follows: 
Table 6 Compute Node Information 

Category Model/Configuration 

CPU INTEL(R) XEON(R) GOLD 6530 

NIC Broadcom BCM57608 2x200G PCIe Ethernet NIC 

Operating System Ubuntu 22.04.5 LTS / Linux 5.15.0-119-generic 
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NIC Driver PWPKG Version: 235.2.97.0, L2DEV Version: 235.2.96.0 

GPU Model 

A domestic GPU[Note1] 

GPU Compute Software 

Stack Version 

Collective Communication 

Library Version 

GPU Driver Version 

vBIOS Version 

2.2.3 Optical Modules and Cables 

Table 7 Optical Module and Cable Information 

Vendor Type Model Qty. Description 

Asterfusion 
800G optical 

module 
800G-OSFP112-2VR4 24 

800G-2VR4, OSFP112, multimode, dual-

port MPO12/APC, 8-fiber, 30m/OM3, 

50m/OM4 

Asterfusion 
400G optical 

module 
400G-QSFP112-VR4 16 

400G-VR4, QSFP112, multimode, MPO-

12, 50m/OM4 

Asterfusion Optical fiber MPO12/12S/APC-OM4 32 
1*MPO12 to 1*MPO12, 12-fiber, APC 

connector, multimode fiber, OM4 

Asterfusion Optical fiber 
MPO12/APC-

2*MPO12/APC-OM4 
16 

1*MPO12/APC to 2*MPO12/APC, 

multimode fiber, OM4 

 

[Note1] For further information, please contact an Asterfusion sales representative. 



  Empowering choice for Network Fusion in Ubiquitous Computing 

 10 

3 E2E Forwarding Performance Test 

3.1 NIC Back-to-Back Forwarding Bandwidth Test 

Test Case Server NIC Back-to-Back Forwarding Bandwidth Test 

Test 
Objective 

Two servers are connected directly NIC to NIC, and the bandwidth performance of any 
pair of NICs is tested. 

Test 

Topology 

 

Test 

Procedure 

1. Select any two servers and connect them back to back directly. 

2. Use the ib_write_bw tool to test the bandwidth of any directly connected pair of 

NICs; see Expected Result 1. 
Expected 

Result 
1. Record the bandwidth test result and verify whether it matches the theoretical 

value. 

Test Result 

1. The back-to-back bandwidth is approximately 390.62 Gb/s. 

 

Test Meets expectations 
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Conclusion 

3.2 Cross-Switch Forwarding Bandwidth Test 

Test Case Cross-Switch Forwarding Bandwidth Test 

Test 
Objective 

Four servers are connected to a single switch, and the bandwidth performance of any 
pair of NICs is tested. 

Test 

Topology 

 

Test 

Procedure 

1. Connect four servers to a single switch. 

2. Use the ib_write_bw tool to test the bandwidth of any directly connected pair of 

NICs; see Expected Result 1. 
Expected 

Result 
1. Record the bandwidth test result and verify whether it matches the theoretical 

value. 

Test Result 

1. The bandwidth forwarded across a single switch is approximately 392.05 Gb/s. 
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Test 
Conclusion 

Meets expectations 

3.3 AsterFabric ROFT Forwarding Bandwidth Test 

Test Case AsterFabric ROFT Forwarding Bandwidth Test 

Test 
Objective 

Test the bandwidth performance under the AsterFabric ROFT architecture. 

Test 

Topology 

 

Test 

Procedure 

1. Build the network according to the AsterFabric ROFT architecture. 

2. Use the ib_write_bw tool to test the bandwidth of any directly connected pair of 

NICs; see Expected Result 1. 
Expected 

Result 
1. Record the bandwidth test result and verify whether it is comparable to the 

reference baseline (cross-switch) performance. 

Test Result 

1. The bandwidth under the ROFT network is approximately 392.06 Gb/s. 
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Test 
Conclusion 

Meets expectations 

3.4 AsterFabric Matrix Forwarding Bandwidth Test 

Test Case AsterFabric Matrix Forwarding Bandwidth Test 

Test 
Objective 

Test the bandwidth performance under the AsterFabric Matrix architecture. 

Test 

Topology 

 

Test 

Procedure 

1. Build the network according to the AsterFabric Matrix architecture. 

2. Use the ib_write_bw tool to test the bandwidth of any directly connected pair of 

NICs; see Expected Result 1. 
Expected 

Result 
1. Record the bandwidth test result and verify whether it is comparable to the 

reference baseline (NIC back-to-back) performance. 

Test Result 

1. The bandwidth under the Matrix network is approximately 390.63 Gb/s. 
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Test 
Conclusion 

Meets expectations 
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4 Collective Communication Performance Test 

4.1 Cross-Switch CCL Test 

4.1.1 Cross-Switch All-Reduce Test 

Test Case Cross-Switch All-Reduce Test 

Test 
Objective 

Test the performance of the All-Reduce communication model in a single-switch 
network. 

Test 

Topology 
See 2.1.2 

Test 

Procedure 

1. Build the network according to the single-switch architecture. 

2. Use the CCL script to test All-Reduce performance on 4 nodes with 32 GPUs; see 

Expected Result 1. 
Expected 

Result 
1. Record the out-of-place busbw and verify whether it matches the theoretical value. 

Test Result 
1. In the single-switch network, the bus bandwidth of All-Reduce at 8G size is 155.66 

GB/s. 
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Test 

Conclusion 
Meets expectations 

Test Notes 
Pre-tuning parameters are used; the bus bandwidth at an 8G message size is taken as 
the test result. 

4.1.2 Cross-Switch All-to-All Test 

Test Case Cross-Switch All-to-All Test 

Test 
Objective 

Test the performance of the All-to-All communication model in a single-switch network. 

Test 

Topology 
See 2.1.2 

Test 

Procedure 

1. Build the network according to the single-switch architecture. 

2. Use the CCL script to test All-to-All performance on 4 nodes with 32 GPUs; see 

Expected Result 1. 
Expected 

Result 
1. Record the out-of-place busbw and verify whether it matches the theoretical value. 

Test Result 1. In the single-switch network, the bus bandwidth of All-to-All at 8G size is 29.58 GB/s. 
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Test 
Conclusion 

Meets expectations 

Test Notes 
Pre-tuning parameters are used; the bus bandwidth at an 8G message size is taken as 
the test result. 

4.2 AsterFabric ROFT CCL Test 

4.2.1 AsterFabric ROFT All-Reduce Test 

Test Case AsterFabric ROFT All-Reduce Test 

Test 
Objective 

Test the performance of the All-Reduce communication model under the AsterFabric 
ROFT architecture. 

Test 

Topology 
See 2.1.3 

Test 

Procedure 

1. Build the network according to the AsterFabric ROFT architecture. 

2. Use the CCL script to test All-Reduce performance on 4 nodes with 32 GPUs; see 

Expected Result 1. 
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Expected 
Result 

1. Record the out-of-place busbw and verify whether it is comparable to the reference 
baseline performance. 

Test Result 

1. In the ROFT network, the bus bandwidth of All-Reduce at 8G size is 152.93 GB/s. 

 

Test 
Conclusion 

Meets expectations 

Test Notes 
Pre-tuning parameters are used; the bus bandwidth at an 8G message size is taken as 
the test result. 

4.2.2 AsterFabric ROFT All-to-All Test 

Test Case AsterFabric ROFT All-to-All Test 

Test 
Objective 

Test the performance of the All-to-All communication model under the AsterFabric ROFT 
architecture. 

Test 

Topology 
See 2.1.3 

Test 

Procedure 

1. Build the network according to the AsterFabric ROFT architecture. 

2. Use the CCL script to test All-to-All performance on 4 nodes with 32 GPUs; see 

Expected Result 1. 
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Expected 
Result 

1. Record the out-of-place busbw and verify whether it is comparable to the reference 
baseline performance. 

Test Result 

1. In the ROFT network, the bus bandwidth of All-to-All at 8G size is 29.67 GB/s. 

 

Test 
Conclusion 

Meets expectations 

Test Notes 
Pre-tuning parameters are used; the bus bandwidth at an 8G message size is taken as 
the test result. 

4.3 AsterFabric Matrix CCL Test 

4.3.1 AsterFabric Matrix All-Reduce Test 

Test Case AsterFabric Matrix All-Reduce Test 

Test 
Objective 

Test the performance of the All-Reduce communication model under the AsterFabric 
Matrix architecture. 

Test 

Topology 
See 2.1.4 

Test 

Procedure 
1. Build the network according to the AsterFabric Matrix architecture. 



  Empowering choice for Network Fusion in Ubiquitous Computing 

 20 

2. Using the same parameters, use the CCL script to test All-Reduce performance on 4 

nodes with 32 GPUs; see Expected Result 1. 
Expected 

Result 
1. Record the out-of-place busbw and verify whether it is comparable to the ROFT 

network performance. 

Test Result 

1. In the Matrix network, the bus bandwidth of All-Reduce at 8G size is 153.01 GB/s. 

 

Test 
Conclusion 

Meets expectations 

Test Notes 
Pre-tuning parameters are used; the bus bandwidth at an 8G message size is taken as 
the test result. 

4.3.2 AsterFabric Matrix All-to-All Test 

Test Case AsterFabric Matrix All-to-All Test 

Test 
Objective 

Test the performance of the All-to-All communication model under the AsterFabric 
Matrix architecture. 

Test 

Topology 
See 2.1.4 

Test 1. Build the network according to the AsterFabric Matrix architecture. 
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Procedure 2. Using the same parameters, use the CCL script to test All-to-All performance on 4 

nodes with 32 GPUs; see Expected Result 1. 
Expected 

Result 
1. Record the out-of-place busbw and verify whether it is comparable to the ROFT 

network performance. 

Test Result 

1. In the Matrix network, the bus bandwidth of All-to-All at 8G size is 29.69 GB/s. 

 

Test 
Conclusion 

Meets expectations 

Test Notes 
Pre-tuning parameters are used; the bus bandwidth at an 8G message size is taken as 
the test result. 

4.4 AsterFabric Matrix CCL Tuning Test 

4.4.1 AsterFabric Matrix All-Reduce Tuning Test 

Test Case AsterFabric Matrix All-Reduce Tuning Test 

Test 
Objective 

Test the performance of the All-Reduce communication model under the AsterFabric 
Matrix architecture after parameter optimization. 

Test See 2.1.4 
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Topology 

Test 

Procedure 

1. Build the network according to the AsterFabric Matrix architecture. 

2. After parameter tuning, use the CCL script to test All-Reduce performance; see 

Expected Result 1. 
Expected 

Result 
1. Record the out-of-place busbw and verify whether performance has improved. 

Test Result 

1. After parameter optimization, the bus bandwidth of All-Reduce at 8G size in the 

Matrix network is 162.78 GB/s. 

 

Test 
Conclusion 

Meets expectations 

Test Notes 
Post-tuning parameters are used; the bus bandwidth at an 8G message size is taken as 
the test result. 

4.4.2 AsterFabric Matrix All-to-All Tuning Test 

Test Case AsterFabric Matrix All-to-All Tuning Test 



  Empowering choice for Network Fusion in Ubiquitous Computing 

 23 

Test 
Objective 

Test the performance of the All-to-All communication model under the AsterFabric 
Matrix architecture after parameter optimization. 

Test 

Topology 
See 2.1.4 

Test 

Procedure 

1. Build the network according to the AsterFabric Matrix architecture. 

2. After parameter tuning, use the CCL script to test All-to-All performance; see 

Expected Result 1. 
Expected 

Result 
1. Record the out-of-place busbw and verify whether performance has improved. 

Test Result 

1. After parameter optimization, the bus bandwidth of All-to-All at 8G size in the Matrix 

network is 30.11 GB/s. 

 
Test 

Conclusion 
Meets expectations 

Test Notes 
Post-tuning parameters are used; the bus bandwidth at an 8G message size is taken as 
the test result. 
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5 Model Inference Performance Test 

5.1 AsterFabric ROFT DeepSeek Model Inference Test 

Test Case AsterFabric ROFT DeepSeek Model Inference Test 
Test 

Objective 
Test the inference throughput and request latency of the DeepSeek model deployed in 
2P2D mode on the AsterFabric ROFT network. 

Test 

Topology 

 

4 nodes × 8 GPUs, where nodes 1 and 2 are Prefill and nodes 3 and 4 are Decode. 

Test 

Procedure 

1. Build the network according to the AsterFabric ROFT architecture and deploy the 

2P2D service. 

2. Load DeepSeek-V4-Flash (W8A8 INT8), use BF16 for the KV Cache, and apply the 

tuned configuration. 

3. Set input to 3072 tokens and output to 1024 tokens, select concurrency levels of 16, 

32 and 64, and record total throughput, average TTFT and average TPOT. 
Expected 

Result 
Complete the inference test at each level and record throughput and latency; the total 
throughput at the selected levels reaches the reference value. 

Test Result 

At concurrency 16, 32 and 64, the total throughput is 4,366.97, 6,714.27 and 10,765.62 

token/s respectively, all reaching the reference throughput. The TTFT/TPOT at each 

concurrency level are 702.50/12.77, 1,327.98/15.69 and 2,403.08/19.14 ms respectively. 
Test 

Conclusion 
Meets expectations 

Test Notes - 
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5.2 AsterFabric Matrix DeepSeek Model Inference Test 

Test Case AsterFabric Matrix DeepSeek Model Inference Test 
Test 

Objective 
Test the inference throughput and request latency of the DeepSeek model deployed in 
2P2D mode on the AsterFabric Matrix network. 

Test 

Topology 

 

4 nodes × 8 GPUs, where nodes 1 and 2 are Prefill and nodes 3 and 4 are Decode. 

Test 

Procedure 

1. Build the network according to the AsterFabric Matrix architecture and deploy the 

2P2D service. 

2. Load DeepSeek-V4-Flash (W8A8 INT8), use BF16 for the KV Cache, and apply the 

tuned configuration. 

3. Set input to 3072 tokens and output to 1024 tokens, select concurrency levels of 16, 

32 and 64, and record total throughput, average TTFT and average TPOT. 
Expected 

Result 
Complete the inference test at each level and record throughput and latency; the total 
throughput at the selected levels reaches the reference value. 

Test Result 

At concurrency 16, 32 and 64, the total throughput is 4,825.18, 8,369.02 and 13,101.82 

token/s respectively, all reaching the reference throughput. The TTFT/TPOT at each 

concurrency level are 628.72/12.13, 853.88/13.66 and 1,215.97/17.34 ms respectively. 
Test 

Conclusion 
Meets expectations 

Test Notes - 
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